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Abstract 
Currently, to build models for dynamic simulations of 

large oil and gas fields, engineers have to upscale the 

original geological grid not to exceed limits set but by 

computer memory size, CPU performance, and by the 

capabilities of standard commercial software packages. As 

a result, the upscaled model often has a rather low level of 

detalization. Since upscaling inevitably generates 

additional simulation errors, the resulting simulation 

model can solve only a limited number of practical tasks. 

The coarsened models are typically used for strategic tasks 

– to find an appropriate field development system, 

understand fluid and gas migration processes, and plan 

future production for this field.  

Such upscaled models are rarely used for planning of 

risky, high cost and practically important tactical and 

operational tasks of field development management and 

production monitoring. It's ironic that oil and gas 

companies invest large sums of money on detalization of 

the reservoir geological description, and then have to drop 

this information in the process of hydrodynamic 

simulations. Engineers often call this paradox a 

"simulation scale problem". Since computer hardware 

performance increases exponentially in time, it is the 

technological level of software that becomes the main 

limitation factor.  

If one could build a coherent "hardware+software" 

solution to resolve flow dynamics in porous media for 

geological grids with tens and hundreds of millions of 

blocks without upscaling, the problem could be solved. 

In this article, the technology for constructing and 

effective handling of giant field models by application of 

sector modeling and advanced parallel algorithms is 

discussed. The important role of modern computer 

hardware architecture - especially processors and RAM 

designs is emphasized.  

The authors discuss practical aspects concerning model 

dimensions, simulation model calculation speed for the 

whole field model or for any of its parts, choice of optimal 

model cut into sections, and boundary condition setting 

methods. 

 Technology application results are demonstrated for 

one of the world’s biggest oil fields, with a geological 

model size of about 43 million grid blocks. The authors 

show that when the whole field is divided into a certain 

number of sector models, the sum of their calculation 

times may be substantially smaller than the full model 

calculation time. At the same time, if boundary conditions 

are included in simulations of subdomains, the spread in 

values of calculated production rates can be as small as 

1%. The approach described in this paper appears to be 

efficient for history matching of large hydrodynamic 

models. It helps to reduce the time to completion for the 

project, and avoid the unnecessary modeling precision 

degradation caused by grid upscaling. 

 
Introduction 
Large full field simulation model development is the most 

challenging and demanding task in field development 

planning. A thorough large field history match, in the case 

of hundreds and even thousands of wells and decades of 

historical production data is an almost unmanageable task 

nowadays. Simultaneous history matching of a large 

number of wells in the vast majority of cases can't be 

reached by global reservoir parameter changes, so local 

modifications should be used. At the same time, the well 

interference problem highly complicates the choice of 

history matching parameters and their simultaneous 

optimal value selection. So when working with such 

models, project teams have to restrict themselves to 

history matching of regions, well groups, or the reservoir 

as a whole. In such cases, even this result is not providing 

a reliable development forecast and requires many months 

of meticulous work. 

Sector modeling can be one of the effective 

instruments for the solution to a large field history match. 

In this case, the large model is divided into sector models 

with an individual hydrodynamic model built for each of 
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them. After history matching of each section, the sector 

models are merged back into the full field model.  

It's important to note that the boundary influence at 

sector interfaces can be substantial and may change the 

model dynamics. Isolated sector model characteristics can 

change a lot when merging with nearby regions. In such 

cases, no-flow boundary conditions become insufficient 

(Fig.1) and dynamic boundary conditions can be applied 

mimicking neighbor model influences for each sector 

model (Fig.2). Boundary conditions can be chosen as 

phase flows, component flows, pressure values, etc., saved 

during the full field model calculation and passed to the 

sector model as input parameters. But this does not 

guarantee an easy merge of sector models back to the full 

field model, because boundary flow can change as a result 

of local neighbor model parameter changes. In this case, 

boundary conditions should be updated. The full field 

model is recalculated and split again, the sectors receiving 

more exact boundary conditions.  

In the process of splitting the model, special attention 

should be paid to the subdomain boundaries selection. 

When model interfaces pass through intensive flow 

regions, boundary condition impact on sector model 

dynamics increases. Intensive boundary flow also, as a 

rule, increases calculation time substantially. Moreover, 

local sector model history matching may be lost after 

merging sectors into the full field model. Due to these 

factors during the model split, boundary condition 

influences should be minimized by drawing interfaces 

across least flow regions. This could be done by full field 

model flow analysis using streamlines, drawn for the grid 

block model (Fig.3), or using accumulated phase flow 

maps (Fig.4).  

 

The model workflow becomes: 

1. Based on the full field model, the boundaries for 

sector models are chosen. 

2. The full field model is calculated with boundary 

conditions recorded for each sector.  

3. Sector models with boundary conditions are 

history matched.  

4. The model is “merged” back – sector models are 

inserted back into the full field model, to estimate 

the history match quality for the whole reservoir 

model.  

5. Boundary conditions from the previous step are 

checked for correctness and updated if necessary. 

The steps 3-5 are repeated several times (as iterations) 

until a satisfactory history match is reached for the whole 

field.  

In this paper, the authors propose the methodology and 

instrumental set for a full field model development based 

on sector models. The developed instruments allow 

splitting the model into parts, recording the boundary 

conditions, using this data in sector models and merging 

back the sector models automatically. The labor costs of 

data preparation, integrating the group’s work back 

together, and other merely technical tasks are minimized 

thanks to the special software modules created. The 

project team concentrates directly on model development 

and history matching.  

It’s important to note that sector models obtained 

during this process are not only an accessory instrument 

for large field history match, they can be used effectively 

for forecasts and development optimization in the 

corresponding regions. Infill drilling, sidetracks, hydraulic 

fracturing and other workovers can be planned on the basis 

of these models. Hydrodynamic modeling technologies 

may substantially raise the field development efficiency 

due to production optimization and workover success 

increase [1, 2].     

The other important factor influencing large field 

model development is model calculation time. In fact, this 

characteristic is the one that makes whole field history 

match unmanageable in a realistic time frame.  When one 

calculation takes three days, it’s meaningless to speak 

about a well matched model. Currently, when building 

medium- and large-field models, engineers usually have to 

use grid upscaling to fit available hardware capabilities 

and get a satisfactory model calculation time. Upscaling 

parameters are often chosen [3, 4] on the basis of the 

available time frame and the computer’s performance, not 

on the basis of any physical sense. As a result, after grid 

upscaling, the initial geological model structure looses its 

quality significantly; for large grid blocks, the necessary 

interwell spacing criteria is not always observed, etc. 

Upscaling errors may result in a different geological body 

distribution, incorrect fault map, porosity and permeability 

distribution, wrong relative permeability parameterization, 

etc. The low detail level of a resulting simulation model, 

together with upscaling errors ([5]), often result in the 

necessity to introduce non-physical changes during the 

history matching process, thus putting uncertainty to the 

following development forecast quality.  

At the same time, present-day approaches to 

hydrodynamic modeling allow us to remove these 

limitations and perform calculations directly on a 

geological scale. This approach not only raises the model 

detail level, but also greatly simplifies the geologist and 

hydrodynamicist interaction in the framework of field 

simulation model development projects.  

For a large reservoir simulation model project 

implementation, fast calculations should be made possible, 

both for the full-field model (for models with large 

number of active grid blocks a cluster may be needed) and 

for sector models on workstations.  

 
Hierarchic architecture of modern computer 
clusters  
The CPU computational efficiency grows rapidly today 

due to an increase in the number of cores. At the same 

time, the cost of high-performance computational systems 

is constantly going down. The software-hardware 

solutions that used to be exceptionally expensive a couple 

of years ago, now seem to be affordable even for minor 

service companies. Taking into account the availability of 

computational power, there is a growing demand for 

efficient software, which would be able to utilize all the 
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computational resources in hand with a wise approach to 

parallel reservoir simulations.   

Over the last few years, the cluster system architecture 

has changed significantly. These modifications are 

probably the biggest over last 20 years of parallel 

computations in such systems. Every computational node 

of a cluster is now a multicore computer with non-uniform 

access to RAM (NUMA, [6]). Losing sight of these 

changes during software development leads to a dramatic 

loss of efficiency and poor CPU utilization.  

 

Powerful multi-CPU nodes 
A cluster is a set of computers (referred to as cluster 

nodes), connected by high-capacity communication 

channels. Each of the nodes usually contains two (or more 

rarely four) physical processors and its own RAM, where 

the operating system is running. Access to the other node’s 

memory is provided via connection lines, and the whole 

system is an integrated whole from the user point of view. 

The user communicates with cluster through the master 

node that supports the system task queues and distributes 

the tasks between the nodes. 

Most commercial hydrodynamic simulators don’t use 

the current hardware potential. Maximum claimed speed-

up is about 15-20 times, using about 30 calculation cores, 

and this number doesn’t grow with a core number 

increase. This definition of clusters has been valid for the 

last 20 years. What has changed is the CPUs (two or four 

in the node) - they have become multicore entities. In fact, 

within each physical CPU box there are a few processors 

(cores) available for the operating system (OS) as 

“regular” CPUs. Currently, there are CPUs with 4,6,8,10 

and 12 cores. The number keeps growing, since this is the 

only way to improve the efficiency after the limitations on 

the frequency was reached. Moreover, each core has two 

sets of computational blocks. Their performance can be 

optimized with multithreading technology (Hyper-

Threading) that allows for two simultaneous threads for 

each core. That doubles the number of “processors” 

available for the OS and working applications. For the 

sake of consistency they introduce the term “logical 

processor” – a processor available for the OS and other 

applications regardless of its physical origin.  

In programming for clusters, MPI is de facto the 

standard interface, [7]. The costs of data exchange 

between the logical processors could be reduced to a 

minimum as long as the node had only two processors. 

Utilization of the fact that some of the processors could 

interact more efficiently made the MPI programs even 

more complicated, and did not yield significant gain. That 

changed when the nodes have more than ten logical 

processors. Loss of performance reached many-fold 

numbers, and could not be neglected anymore. This led to 

the development of hybrid applications, where the 

interaction between the nodes happens via MPI, while 

OpenMP ([9]) or direct operating system threads ([8]) are 

used within the nodes similar to any shared memory 

platform.  

This approach has obvious advantages. Consider, for 

example, a cluster with 20 nodes, 12 cores each. The total 

number of processors is 240. Traditionally, such a system 

would use 240 MPI processes which normally leads to 

limitations due to scalability problems. With the hybrid 

approach, one needs to use 20 MPI processes (one for each 

node) and 12 system threads at each node.  

The idea of the hybrid approach to numerical 

applications is not new [10, 11, 12, 13]. However, the 

degree of complexity of the problem of multiphase flow in 

porous media simulations makes the implementation very 

complicated, and most of the commercial applications use: 

 either an MPI interface for all processes 

(including interactions within the nodes); 

 or an OpenMP interface, and then are limited to 

one node.  

This reduces the parallel efficiency dramatically, [14, 15, 

16]. 

 

Non-uniform memory access 

For a long time, cluster nodes were based on a 

symmetric multiprocessing system (SMP) with uniform 

memory access (UMA). However, the new multicore 

CPUs turned the main advantage of such systems – 

common memory bus – to a disadvantage. The common 

memory bus became the bottleneck for large volumes  of 

data required for utilization of large numbers of the logical 

processors. Triple red arrows on (Fig.5) show the memory 

channels connecting the OS subsystem and the processes.  

In order to solve this problem, the OS subsystem was 

connected directly to the physical processors (Fig.5). The 

CPUs are connected via a high-speed channel (black 

arrow) for emulation of shared memory. This produces 

nonuniformity, since the data from the “local” memory 

bocks is handled at a certain speed, and the distant 

memory is handled about two times slower since all the 

data take an additional path between CPUs. Thus, 

multithread (or OpenMP) applications that do not take 

NUMA into account may slow down twofold due to slow 

access to the distant memory.  

 

Optimal applications for modern high-performance 

clusters 

Let us try to find a way to build the optimal application for 

modern high-performance clusters.  

 It has to be a 3-level hybrid application: 

 MPI interface for interaction between the 

nodes 

 System threads for parallelization between 

the cores within each node 

 Taking NUMA into account: minimization of 

the calls to the distant memory that is related 

to other physical processors (access to 

logical processors located in the same box is 

fast). 

 Uniform distribution of the workload has to be 

provided at all three levels: equal load of the 

nodes, system threads within the nodes, and each 

physical processor (sometimes called a NUMA-

node).  
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 Simple interface for data exchange has to be used 

both for threads and processors. Otherwise an 

application with such high complexity cannot be 

debugged or refined.  

In the sections below, we consider technology for 

implementation of a three-level hybrid algorithm with 

MPI-multithread processes for reservoir simulation 

problems based on NUMA-nodes.  

 

Hybrid 3-level technology for simulation 
processes in flow problems 
The main steps in the application operations can be 

presented as follows: 

 Running MPI processes, one for each cluster 

node 

 Loading input data at each node. Since the 

input channel is much less efficient than every 

single core, the reading is limited to only one 

core. This minimizes the number of 

synchronizations as well as traffic in the input 

channel. This is different from conventional MPI 

applications, where each of the processes needs to 

read its own data (or receive it from the other 

processes through the communication channels).  

During the input data loading, it is essential to 

make sure that: 

 Each node memory never gets the all the data, 

even for a short time, but only the part 

assigned to the computations on the node. 

Otherwise, the large volumes of data can go 

beyond the memory capacity.  

 The workload between the nodes is  

distributed optimally, i.e. as close to uniform 

as possible.  

These requirements are difficult to meet for 

reservoir simulation problems. There is no way to 

define the volume of work for each node without 

calculations, while any calculations assume the 

data is loaded, i.e. distributed between the nodes. 

This problem has been solved by the authors. The 

technology that allows for loading data with 

optimal balance without peaks in memory 

consumptions is described below.   

 Memory allocation for data at the nodes with 

NUMA. The loaded data has to be positioned in 

operational memory so that the distant memory 

calls from NUMA-nodes are minimized at the 

next steps when the simulator equations are 

solved, [17]. 

 Building connections graph for the MPI 

processes and definition of the MPI transfer 

sequence. It has to be implemented so that all 

processes  can exchange data with corresponding 

“neighbors” (connected to them due to standard 

overlapping and preconditioner structure, [18, 

19]). All system threads composing the MPI 

process at each node are considered as a whole 

that forms one combined graph node.  

This strongly influences the following:  

 The number of MPI exchanges is minimized 

due to grouping transactions of all threads in 

one package.   

 The volume of MPI exchanged data is 

reduced due to a smaller zone of overlapping 

(the threads on one node simply access each 

other’s shared memory not making an 

unnecessary interface zone).   

These factors are crucial for acceleration of the 

parallel computations in reservoir simulation 

problems.  

For the problem in hand, the step of building the 

connections graph has to be repeated at each time 

step due to a variable number of wells. Long 

horizontal wells or large aquifers often cannot be 

assigned to one MPI process, and get split into 

separate ones. This leads to 

 Changes in the connections graph and its 

update.  

 Changes in the preconditioner.  

 Additional MPI exchanges in the well 

equations solution.  

 Computations of the linear system matrix have 

to be carried out in parallel and independently by 

all logical processors due to regular overlapping, 

i.e. storing data from the other processes 

connected to the gridblocks at the node 

considered. Note that with the hybrid realizations 

we also save memory here, since we do not need 

to double the data between the processes at one 

node.  

 Iterative solver and preconditioner. An 

efficient parallel preconditioner is based on an 

incomplete LU decomposition ILU(0) with 

Kaporin-Konshin method, [19]. An optimal 

iterative solver choice is discussed below.  
 

 
Balancing the workload between the cluster 
nodes in reservoir simulations 

In order to build an approximation for the system of 

differential equations describing flow in porous media, the 

grid is introduced. It should take into account the 

geological structure of the field (faults, pinches etc.) 

Below we will refer to this grid as "initial" grid. For the 

equation system solution, only data from the grid blocks 

with pore volume exceeding the threshold value is used. 

These blocks are referred to as active. Let us denote the set 

of active blocks as the simulation grid. The data from 

inactive blocks is not stored during the simulations, but is 

used at the initialization stage (for example, the minimal 

pore volume sometimes depends on the average volume 

over the blocks).  

The standard approach to splitting the load between the 

cluster nodes is based on the grid geometry. The model is 

split according to the number of active blocks in each 

segment. This holds for the initial and simulation grids. 

Each MPI process loads the data and performs the 

calculations for the grid blocks in the segment. It is often 
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impossible to spit the model into parts with an equal 

number of grid blocks in both initial and simulation grids 

due to the geological structure of the field. Conventional 

reservoir simulators split the initial grid into equal parts, 

which is ideal for balancing the load at the input data 

reading stage. However, the simulation grid gets split 

non-uniformly with this approach. Some segments can 

actually have no active blocks, and thus no load during 

simulations. In this case, most of the simulators simply 

stop the calculations.  

We propose ([20]) a differential approach to distribution 

of the work load in three steps:  

1. The initial grid is split uniformly between the 

nodes while accounting for overlapping (similar 

to conventional approach). The simulation grid 

with the connections graph is built within each 

node.  

2. According to the number of active grid blocks 

after initialization, the grid block correspondence 

map is built and the grid is re-distributed between 

the MPI-nodes.  

3. The initial grid data is loaded for the simulation 

grid according to the distribution between the 

nodes.  

 

The memory requirements at each node at any stage 

are limited to the volume sufficient to store the minimal 

input, i.e. grid geometry and reservoir properties in active 

blocks in the segment with overlapping.  

 

Optimal iterative solver for reservoir simulation 
problems 

For the hybrid MPI-multithread reservoir simulator, 

the choice of an optimal iterative linear solver for sparse 

matrices is a big challenge. There are lots of parameters 

that affect the performance: 

 The number of synchronization points (when all 

processes and (or) threads have to exchange 

information) 

 The volume of data transfers between the 

processes 

 The volume of memory required by the algorithm 

(since RAM is a much slower resource than the 

CPUs) 

 Adaptivity of the algorithm – its ability to adjust 

for the input matrix, since at each time step and 

each Newton iteration we need to solve a linear 

system, and there is no optimal set of parameters 

for all of them.  

The solver performance should actually be considered 

for different configurations of simulation nodes and 

logical processors in order to evaluate the scalability. 

Theoretical justification can hardly be made with such a 

great number of factors influencing the performance. So, 

in [21] a practical comparison on real field cases was 

performed for three basic solvers for non-symmetric 

sparse matrices: BCGS, ORTHOMIN, and GMRES (the 

latter in two modifications - QGMRES, DQGMRES) 

([22]). We compared the computational performance and 

the scalability on parallel computers: on SMP-systems, on 

shared memory systems, and hybrid systems with 

distributed memory consisting of SMP-nodes. The authors 

carried out a detailed study of scalability for each of the 

algorithms (computational time compared for different 

configurations of nodes/threads) and comparison between 

different algorithms (computational time compared for the 

same configurations). In many cases BCGS was slightly 

faster than the others. However, the algorithms exhibit 

similar results with respect to the simulation time.  

 

Hybrid application performance 
Let us consider a few real field cases to illustrate the 

algorithm performance.  

 

Example 1  

To check different algorithm effectiveness, a series of tests 

was performed for a Western Siberia oil field simulation 

model. The three-phase model of four reservoir beds 

included 4.8 million active grid blocks and more than 

14,000 wells. Despite relatively small RAM requirements 

(about 15 Gigabytes), this model is a classical example of 

a “problematic” model for parallelization, since there is a 

large number of active well perforations.  

The results listed below let us estimate different 

algorithm configuration effectiveness. In these 

experiments, we aimed to perform a detailed study of 

speed-up coefficient dependence on cluster node number 

and thread number, i.e. number of calculation kernels 

inside each node.  

First we estimated speed-up gained when we raise the 

number of cores in one node. Here, a thread parallelizing 

algorithm is used with no MPI. The calculations were 

performed on a workstation with 2 eight-core processors 

Xeon E5 2680 with core frequency 2.7 GHz. The model 

calculation time on one core was equal to 61 hours. (Fig.6) 

shows the calculation speed-up time in comparison with 

the one-core calculation. The transfer from 16 to 32 

threads means that Hyper-Threading technology is used. 

As can be seen from the graph, on 16 physical kernels we 

achieved 15 times speed-up. Calculation time reached 4 

hours 1 minute. Note that Hyper-Threading technology, 

not used in most commercial packages, increased 

performance by about 20 percent. For test models with a 

smaller number of wells, we achieved up to 30% speed up. 

Note that the calculations were performed on a 

workstation without using cluster powers.  

 

Example 2 

In the next calculation series, we estimated a hybrid 

algorithm effectiveness when the number of calculation 

nodes increases. For calculation, a 20-node cluster was 

used, each node consisting of 2 six-core Xeon 5650 

processors, with 24 GB RAM. On each cluster node, all 12 

cores were used. For algorithm testing on a geological grid 

model, a more detailed version of the same field was 

chosen, with 43.5 million active grid blocks. (Fig.7) shows 

the hybrid parallelization algorithm speed-up. For this 

model, 94-times speed-up was achieved on 20 nodes (240 

cores), in comparison with the basic calculation on one 
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core. We note the scaling coefficient at curve end equals  

1.5. This means that increasing the number of cores up to 

480, we might achieve another 40% performance increase. 

So it can be concluded, that the algorithm is far from 

saturation. 

We also performed calculations with model 1 

(precision equal to 4.8 million active grid blocks) on the 

20-node cluster. This full-field model was calculated in 39 

minutes; this can be compared with 61 hours spent on the 

same model calculation on one Xeon 5650 core. This 

calculation time looks realistic for model history 

matching, and also for series calculations for a future 

development forecast.  

 

Example 3 

Since we haven’t seen algorithm saturation in any of the 

calculation series, this implied a need to test the algorithm 

on a calculation system with a large number of cores. For 

the next calculation series, the “Lomonosov” 

supercomputer of M.V. Lomonosov Moscow State 

University was used, [23]. Each cluster node consisted of 

two four-core Intel® Xeon 5570 Nehalem processors. Up 

to 512 nodes were used during the calculation, which sums 

to 4096 calculation cores. 

A real field three-phase model with 39 wells and 10 

years of history was chosen as the study test object. The 

model contained 21.8 million active grid blocks.  

After numerical experiments, we managed to cut the 

model calculation time from 2.5 weeks down to 19 

minutes. The resulting speed-up coefficient (Fig.8) 

compared to one calculation core is equal to 1328, and 

this, as far as we know, can be called a world record for 

commercial solutions in this field. Even in this case, we 

couldn’t reach parallel algorithm saturation. When the 

number of cores was increased from 2048 to 4096, the 

calculation speed grew 1.4 times.  

Based on this, we can conclude that parallel calculation 

hybrid algorithms together with current computer 

hardware can increase the calculation speed by dozens of 

times, which was considered unrealistic before. Software-

hardware solutions, used in this work, provide the 

possibility for a dynamic model calculation on a 

geological grid in a realistic time frame. This 

technological breakthrough qualitatively raises the model 

degree of detail and model predictivity level.  

Based on experience collected during this work, we 

would like to list several comments on an optimal system 

configuration for hydrodynamic model calculations. In 

most cases, for three-phase model calculation we will need 

about 3.5 KB of memory for each active grid block. For 

example, for a 1 million grid block model about 3.3 GB 

RAM will be used, and for a 75 million active grid block 

model about 250 GB of RAM will be necessary. Such 

calculations will help to estimate the necessary hardware 

configuration for the current problem. If we talk about 

computer systems, it is much better to use high-

performance multicore processors, because they speed up 

calculations several more times compared to the classical 

approach. At the same time, the total computer system cost 

increases in a minor way.   

 
Technology application results 
The developed sector model split technology was used on 

a large Western Siberia field with a long development 

history. Model parameters include: three-phase black oil 

model with 4.8 million active grid blocks and 14,000 

wells. Three model split scenarios were considered: into 

26, 50 and 154 parts. (Fig.9), (Fig.10), (Fig.11) show 

region maps for the three split scenarios. Each color 

corresponds to one sector model. In all cases, the model 

split was done manually on the basis of an accumulated 

flow map analysis. The borders were drawn across blocks 

with least flows, to minimize influence of border 

conditions on the sector model behavior. Model split and 

merge technology was automated. After defining region 

borders, the user had only to start the automatic splitting 

process. As a result, in several minutes the engineer 

received independent models for all the parts with full list 

of keywords, saturation region description, relative 

permeability tables, and other input parameters. These 

three split scenarios were created and performed during 

one week by only one engineer. We want to underline that 

the sector model is loaded independently, and doesn’t 

require the full field model data. This means that each 

sector can be analyzed and worked on a personal 

workstation or laptop.  

For each split scenario, boundary phase flows are 

calculated for all time steps. In all subsequent calculations, 

this data is used as boundary conditions for sector models. 

All calculated characteristics – oil, gas, water production, 

sector model calculation time, were compared with 

analogous characteristics from the full field model 

calculation.  

It’s important to note that the number of operations 

performed by the hydrodynamic simulator is proportional 

to N·lnN, where N is number of active grid blocks. This 

means that after the model is split, the sum of sector model 

calculation times is likely to be noticeably less than the 

full model calculation time.  

The calculations showed that for 26 sector models the 

oil, gas, and water production differences for all sectors 

didn’t exceed 1%. The sum of model part calculation 

times was nearly the same as the full model calculation 

time. The sector model calculation times correlated (as 

expected) with the number of wells in the region. 

Calculation of the most “complicated” region took a little 

more than half an hour, and the whole field model was 

calculated on a workstation during 4 hours.  

For the second scenario – split into 50 parts – 

production characteristics were also about 1% apart from 

the full field model. The time spent on sector models, in 

this case was less than 3.5 hours, so it was 15% faster than 

the full field. In this case, the longest calculation took 22 

minutes.  

In scenario 3 (154 parts), the results were the 

following. Basic production characteristics differed not 

more than 2%. Total calculation time of 154 sectors was a 

little more than 2 hours, this being almost two times less 

than full field model calculation time. Any sector 

calculation time didn’t exceed 6 minutes.  
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To estimate the influence of boundary conditions, the 

second scenario (50 parts) was calculated without 

boundary flows. Production parameters difference 

increased noticeably (up to 10%), but total calculation 

time was reduced almost twice. The longest calculation 

took 10 minutes. This means that in certain cases 

boundary conditions can be ignored. For example, on the 

primary history matching stage, when the model is to be 

roughly matched by regions or well groups, 10% accuracy 

loss can be considered an adequate price for the two times 

calculation speed-up. It is clear that for later history 

matching stages, boundary conditions should be set 

correctly.  

 

Discussion of results 
This paper presents new advances in parallel computation 

technology for dynamic reservoir simulations. It is shown 

that widely known saturation effects observed in parallel 

acceleration factors could be avoided, if new modeling 

software takes full advantage of modern multicore 

computer hardware architecture. It is demonstrated with 

dynamic models of real oil fields that acceleration factors 

of hundreds and even thousand times become new reality. 

Despite common belief that parallel scalability of dynamic 

calculations has a fundamental nature related to numerical 

system complexity and hardware limitations, we 

demonstrate that it is simply the software deficiencies that 

cause all the problems. It is shown that real hardware 

limitations don’t show up until many thousands of CPU 

cores are used for simulations, in fact the authors failed to 

detect the point where parallel acceleration saturation can 

be seen. In particular, for the 21.8 million active grid block 

model, calculation time was reduced from 2.5 weeks down 

to 19 minutes with the corresponding parallel speed-up 

coefficient reaching an astonishing value of 1328. 

Moreover, when the number of cores was doubled from 

2048 to 4096, CPU time decreased 1.4 times proving that 

the number of cores used can be increased even further. 

All algorithms applied in this work are universal and 

haven’t been tuned for any specific model. The technology 

presented in this paper was implemented within the 

framework of a commercial hydrodynamic black oil 

simulator, [24]. The performance tests carried out with a 

few dozen large size TNK-BP models proved high 

efficiency of new parallel acceleration algorithms. The 

examples of realistic dynamic models of different sizes 

and complexity run on various configurations of 

workstations and clusters can be used as a practical guide 

for an optimal software/hardware selection. Depending on 

the model complexity, the optimal hardware choice can be 

anywhere from a quad core laptop, 8 or 16-core 

workstation, compact cluster, or all the way to a giant 

cluster with thousands of cores. 

The sector modeling technology was applied to a 

complex oil field model with a large number of wells and 

long production history. Automated model split and merge 

operations were applied for different split and merge 

scenarios with different sector sizes. The results 

demonstrate that production parameters obtained from 

running simulations using sector models practically 

coincide with the full field modeling results. It was shown, 

that for sector modeling, the simulation time it takes to run 

specific sectors can be controlled by the change of sector 

dimensions.  

When a large dynamic reservoir model has thousands 

of wells and requires a long simulation time, a detailed 

comprehensive history matching usually is not realistic. 

The proposed instruments can prove to become effective 

for reservoir engineering teams as a way of sharing 

complex workloads among its members. While the sector 

models could be analyzed on personal workstations, the 

full field model could be loaded and run on cluster. This 

will automatically checkin all the changes made in sectors 

as well as update all the sector-to-sector boundary 

conditions. The selection of the specific number and 

configuration of sectors depends on the initial model 

complexity and the size of the team, but can be quickly 

modified, if needed.  

 

Conclusions 
(1) An overview of up-to-date computing hardware 

configurations supporting efficient parallel 

calculations of reservoir dynamics is provided. A set 

of software tools designed for maximum parallel 

performance was developed. The proposed 

technology helps to remove several important 

performance bottlenecks and solves the “simulation 

scale problem” related to building and monitoring 

dynamic models of giant reservoirs. As a result, 

nearly “ideal” scalability for workstations, and record 

acceleration factors of hundreds and even thousand 

times for clusters have been observed. 

(2) The current notion about the “fundamental” nature of 

maximum achievable parallel acceleration factors for 

dynamic reservoir simulations, widely accepted by 

the industry, is found to be misleading and appears to 

be a result of software scalability deficiencies and 

overall “disrespect” towards modern computing 

hardware capabilities. 

(3) When used properly, modern cluster systems are 

capable of providing tens, and even hundred times 

more parallel performance than typically expected. In 

particular, for the 21.8 million active grid blocks 

model, the calculation time went down from 2.5 

weeks to only 19 minutes. The corresponding parallel 

speed-up coefficient was found to be equal to 1328. 

Parallel acceleration continues to grow even when 

the number of cores reaches thousands. It grew 1.4 

times, when the number of cores used for cluster 

simulations was doubled from 2048 to 4096. No 

evidence of saturation point in parallel acceleration 

has been established, and it seems that the number of 

CPU cores used for simulations could be at least 

doubled before saturation is reached. 

(4) Development of effective next generation dynamic 

simulation tools cannot be possible without deep 

fusion of software and hardware capabilities.  

(5) Sector modeling workflow based on automatic 

split/merge technology appears to be a realistic 

solution for history matching of large dynamic 
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reservoir models with many wells, and long 

production history.  

(6) Proposed technology allows turning history matching 

of large models into team effort and using personal 

workstations and large corporate cluster systems in 

the most effective manner.  
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Figures 
 

 

 
Fig.1. Streamlines in sector model with no-flow boundaries. 

 

 
Fig.2. Streamlines in sector model when phase flow through 

boundaries is taken into account. 

 

 
Fig.3. Choosing domain boundaries on the basis of flow 

analysis. 

 
 

 
Fig.4. Accumulated phase flow maps for grid blocks. 

 
 
 

 
 
 
 

 
Fig.5. Comparing NUMA and UMA architectures 

 
 

 
Fig.6. Example 1. Speed-up for a 4.7 million active grid block 

model on a workstation (with respect to one core calculation 

time). 

 

 
Fig.7. Example 2. Speed-up for a 43.5 million active grid 

block model on a cluster (with respect to one core calculation 

time).   

 

 
Fig.8. Example 3. Speed-up for a 21.8 million active grid 

block model on a cluster (with respect to one core calculation 

time). 
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Fig.9. Region map for model split into 26 parts 

 

 
Fig.10. Region map for model split into 50 parts 

 

 
Fig.11. Region map for model split into 154 parts 

 


